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1 #%%
2 # What I want to do
3
4 # Category Points
Description
S
6 # Data Cleaning & Preparation 10
How well you handled missing data,
transformations, and data quality
7
8 # Exploratory Analysis 10
Depth of insights, variety of visuals,
and use of statistics
9
10 # Modeling / Advanced Analysis 10
Modeling accuracy, creativity, and
relevance
11
12 # Storytelling & Clarity 10
Markdown explanations, narrative flow,
and interpretation
13
14 # Creativity & Impact 10
Unique insights, innovative metrics,
and visuval design quality
15 #%%
16 !'pip install kagglehub
17 #%%

18 import os, glob, warnings

19 warnings.filterwarnings("ignore")

20

21 import pandas as pd

22 import numpy as np

23 import matplotlib.pyplot as plt

24 from sklearn.impute import SimpleImputer

25 from sklearn.preprocessing import StandardScaler
26 from sklearn.decomposition import PCA

27 from sklearn.cluster import KMeans
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28 from sklearn.ensemble import
RandomForestRegressor

29 from sklearn.model_selection import
train_test_split

30 from sklearn.metrics import mean_squared_error,
r2_score

31 from sklearn.metrics import silhouette_score

32 #%%

33 import kagglehub

34

35 # Download latest version

36 path = kagglehub.dataset_download("programmer3/
sustainable-urban-planning-and-landscape-dataset"
)

37

38 print("Path to dataset files:", path)

39 #%%

40 import kagglehub

41 print(kagglehub.__version__)

42 #%%

43 # Install dependencies as needed:

44 # pip install kagglehub[pandas-datasets]

45 import kagglehub

46 from kagglehub import KaggleDatasetAdapter

47

48 # Set the path to the file you'd like to load

49 file_path = "urban_planning_dataset.csv"

50

51 # Load the latest version

52 df = kagglehub.load_dataset(

53 KaggleDatasetAdapter.PANDAS,

54 "programmer3/sustainable-urban-planning-and-
landscape-dataset",

55 file_path,

56 # Provide any additional arguments like

57 # sql_query or pandas_kwargs. See the

58 # documenation for more information:

59 # https://github.com/Kaggle/kagglehub/blob/main
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59 /README.md#kaggledatasetadapterpandas

60 )

61

62 print("First 5 records:", df.head())

63 #%% md

64 Data Cleaning & Preparation

65 #%%

66 print(df.isnull().sum())

67 df = df.dropna() # remove rows with missing
values

68

69 duplicates = df[df.duplicated()] # check
Duplicates records

70 print(duplicates)

71

72 df = df.drop_duplicates() # Remove Duplicates.
and

73

74 #%%

75 # Initial Data Quality Check

76 df.info()

77 df.describe(include='all")

78 df.isnull().sum()

79 #%%

80 # Drop rows with too many missing values

81 df = df.dropna(thresh=df.shape[l1l] - 2)

82 #%%

83 # Fill Missing Values

84 # Numerical columns > Median

85 num_cols = df.select_dtypes(include=["'inté4s","
floatb4']).columns

86 df[num_cols] = df[num_cols].fillna(df[num_cols].
median())

87

88 # Categorical columns - Mode

89 cat_cols = df.select_dtypes(include=['object']).
columns

90 for col in cat_cols:
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91 df[col] = df[col].fillna(df[col].mode()[0O])

92

93 #%%

94 # Data Type Correction

95 # Convert date columns

96 date_cols = [col for col in df.columns if 'date'’
in col.lower()]

97 for col in date_cols:

98 df[col] = pd.to_datetime(df[col], errors='
coerce')

99

160 # Convert numeric strings to numbers

101 for col in df.columns:

102 if df[col].dtype == 'object':

103 df[col] = pd.to_numeric(df[col], errors=
'ignore"')

104

105 #%%
106 # Detect and Handle Outliers (IQR Method)
107 for col in num_cols:

108 Q1 = df[col].quantile(0.25)

109 Q3 = df[col].quantile(0.75)

110 IQR = Q3 - Q1

111 lower = Q1 - 1.5%IQR

112 upper = Q3 + 1.5%IQR

113 df = df[(df[col] >= lower) & (df[col] <=
upper) ]

114

115 #%%

116 # Additional Data Quality Checks

117 print("Null values:\n", df.isnull().sum())

118 print("\nUnique values:\n", df.nunique())

119 print("\nDuplicate rows:", df.duplicated().sum
Q)

120

121 #%%

122 # Save Final Cleaned Dataset

123 df.to_csv("cleaned_sustainable_dataset.csv",
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123 index=False)

124 #%%

125 # Basic Data Understanding

126 print("Shape:", df.shape)

127 print("\nData Types:\n", df.dtypes)

128 print("\nMissing Values:\n", df.isnull().sum())

129 print("\nStatistical Summary:\n")

130 df.describe(include="all")

131

132 #%%

133 DATA_PATH = "urban_planning_dataset.csv"

134 OUTDIR = "/mnt/data/analysis_outputs"

135 os.makedirs(OUTDIR, exist_ok=True)

136

137 #%%

138 # Basic cleaning (repeat to ensure fresh state)

139 df_clean = df.copy()

140 high_missing = df_clean.columns[df_clean.isnull
().mean() > 0.8].tolist()

141 df_clean.drop(columns=high_missing, inplace=True
)

142

143 num_cols = df_clean.select_dtypes(include=[np.
number]).columns.tolist()

144 cat_cols = df_clean.select_dtypes(include=["
object', 'category']).columns.tolist()

145

146 num_imp = SimpleImputer(strategy='median')

147 if num_cols:

148 df_clean[num_cols] = num_imp.fit_transform(
df_clean[num_cols])

149 if cat_cols:

150 from sklearn.impute import SimplelImputer as
SI

151 cat_imp = SI(strategy='most_frequent')

152 df_clean[cat_cols] = cat_imp.fit_transform(

df_clean[cat_cols])
153 #%%
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154 # Cap outliers
155 def cap_outliers(series):

156 ql = series.quantile(0.25); g3 = series.
quantile(0.75); igr = g3-ql

157 lower = g1 - 1.5%iqr; upper = g3 + 1.5%iqgr

158 return series.clip(lower, upper)

159 for ¢ in num_cols:

160 df_clean[c] = cap_outliers(df_clean[c])

161 #%%

162 # Feature engineering

163 if 'green_cover_percentage' in df_clean.columns:

164 df_clean['urban_green_index'] = df_clean['
green_cover_percentage'] / 100.0

165 if 'building_density' in df_clean.columns and '
green_cover_percentage' in df_clean.columns:

166 df_clean['heat_stress_proxy'] = df_clean['
building_density'] - df_clean['urban_green_index
']

167 #%%

168 # EDA: histograms (selected)

169 hist_cols = ['building_density',"
green_cover_percentage', 'air_quality_index',"
carbon_footprint', 'urban_sustainability_score']

170 hist_cols = [c for c in hist_cols if c in
df_clean.columns]

171 for c¢ in hist_cols:

172 plt.figure(figsize=(6,4))

173 plt.hist(df_clean[c].dropna(), bins=30)

174 plt.title(f"Histogram: {c}")

175 plt.xLlabel(c); plt.ylabel("Count")

176 plt.tight_layout()

177 plt.savefig(os.path.join(OUTDIR, f"hist_{c}.
png"), dpi=150)

178 plt.show()

179

180 #%%
181 # Correlation matrix
182 num_cols = df_clean.select_dtypes(include=[np.
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182 number]).columns.tolist()

183 corr = df_clean[num_cols].corr()

184 plt.figure(figsize=(10,8))

185 plt.imshow(corr, interpolation='nearest', aspect
='auto')

186 plt.colorbar()

187 plt.xticks(range(len(num_cols)), num_cols,
rotation=90)

188 plt.yticks(range(len(num_cols)), num_cols)

189 plt.title("Correlation matrix (numeric)")

190 plt.tight_layout()

191 corr_path = os.path.join(OUTDIR, "
correlation_matrix.png")

192 plt.savefig(corr_path, dpi=150)

193 plt.show()

194 #%%

195 # PCA

196 features_for_pca = [c for ¢ in num_cols if c !=
'urban_sustainability_score']

197 X = df_clean[features_for_pca].fillna(0).values

198 scaler = StandardScaler(); Xs = scaler.
fit_transform(X)

199 pca = PCA(n_components=min(6, Xs.shapel[1])); Xp
= pca.fit_transform(Xs)

200 plt.figure(figsize=(6,4))

201 plt.plot(np.cumsum(pca.explained_variance_ratio_
), marker='0"')

202 plt.xlabel("Number of components"); plt.ylabel("
Cumulative explained variance")

203 plt.title("PCA cumulative explained variance")

204 plt.tight_layout()

205 pca_path = os.path.join(OUTDIR, "pca_cumulative.
png")

206 plt.savefig(pca_path, dpi=150)

207 plt.show()

208 #%%

209 # KMeans clustering on a sample (to keep quick)

210 sample_idx = np.random.choice(range(Xp.shapel[0
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210 ]), size=min(1000, Xp.shapel[0]), replace=False)
211 Xp_sample = Xp[sample_idx, :3]

212

213 sil_scores = {}

214 for k in range(2,6):

215 km = KMeans(n_clusters=k, random_state=42,
n_init=5, max_iter=200)

216 labs = km.fit_predict(Xp_sample)

217 sil = silhouette_score(Xp_sample, labs)

218 sil_scores[k] = sil

219

220 best_k = max(sil_scores, key=sil_scores.get)

221 # Fit on full (but limited to first 2000 rows if
large)

222 fit_idx = np.arange(Xp.shape[0])[:min(2000, Xp.
shape[0]) ]

223 km = KMeans(n_clusters=best_k, random_state=42,
n_init=5, max_iter=200)

224 clusters_full = km.fit_predict(Xp[fit_idx, :3])

225 # assign cluster for those rows, default -1 for
others

226 cluster_col = np.full(Xp.shape[0], -1, dtype=int
)

227 cluster_col[fit_idx] = clusters_full

228 df_clean['cluster'] = cluster_col

229

230 plt.figure(figsize=(8,6))

231 plt.scatter(Xp[fit_idx,0], Xp[fit_idx,1], c=
clusters_full, s=10)

232 plt.xlabel("PCA 1"); plt.ylabel("PCA 2")

233 plt.title(f"KMeans clusters (k={best_k}) on PCA
components (sample)")

234 plt.tight_layout()

235 cluster_path = os.path.join(OUTDIR, "
clusters_pca_sample.png")

236 plt.savefig(cluster_path, dpi=150)

237 plt.show()

238 #%%
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239 # Modeling if target exists
240 results = {}
241 if 'urban_sustainability_score' in df_clean.

columns:
242 target = 'urban_sustainability_score'
243 features = [c for ¢ in features_for_pca if c
I= target and c != 'cluster']
244 X = df_clean[features].values
245 y = df_clean[target].values
246 X_train, X_test, y_train, y_test =

train_test_split(X, y, test_size=0.2,
random_state=42)

247 model = RandomForestRegressor(n_estimators=
150, random_state=42)

248 model.fit(X_train, y_train)

249 y_pred = model.predict(X_test)

250 rmse = mean_squared_error(y_test, y_pred
, ); r2 = r2_score(y_test, y_pred)

251 results['rmse'] = float(rmse); results['r2’
] = float(r2)

252 fi = pd.Series(model.feature_importances_,
index=features) .sort_values(ascending=False)

253 plt.figure(figsize=(8,5))

254 fi.head(20).plot(kind="bar")

255 plt.title("Top feature importances")

256 plt.tight_layout()

257 fi_path = os.path.join(OUTDIR, "
feature_importances.png")

258 plt.savefig(fi_path, dpi=150)

259 plt.show()

260
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